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Abstract The 1990'switnessedan explosion of wavelet-basedmethods in the �eld
of image processing. This paper will focus primarily on wavelet-based
image compression. We shall describe the connection between wavelets
and vision and how wavelet techniques provide image compression al-
gorithms that are clearly superior to the present jpeg standard. In
particular the wavelet-based algorithms known as spiht , aswdr , and
the new standard jpeg 2000, will be described and compared. Our com-
parison will show that, in many respects, aswdr is the best algorithm.
Applications to denoising will also be brie
y referenced and pointers
supplied to other referenceson wavelet-based image processing.
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In tro duction

The �eld of image processingis a huge one. It encompasses,at the
very least, the following areas: 1. Image Compression; 2. Image De-
noising; 3. Image Enhancement; 4. Image Recognition; 5. Feature De-
tection, 6. Texture Classi�cation. Wavelet-basedtechniques apply to
all of these topics. One reason that wavelet analysis provides such an
all-encompassingtool for imageprocessingis that a similar type of anal-
ysis occurs in the human visual system. To be more precise,the human
visual system performs hierarchical edgedetection at multiple levels of
resolution| and wavelet transforms perform a similar analysis(more on
this below).

Rather than attempting to describe in detail how wavelets apply to
all of the areaslisted above (that would take an entire book), we focus
instead on the �rst topic, image compression. For those readers who
desire to study Topic 2, image denoising, see [30], [29], [13], or [18].
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Topics 3 to 5 are explained at an elementary level in [26], where further
referencescan be found. Topic 6 is discussedin [9].

In this paper we shall provide a broad overview of imagecompression,
especially highlighting a comparison between di�eren t image compres-
sion algorithms. Mathematical details can be found in [30], [27], and
[28], which are all available for downloading at the following webpage:

http://www.uwec.edu/walkerjs/ISAAC2003/WBIP/ (1)

The �rst part of the paper summarizestransform-basedcompression,
including wavelet-based compression.1 One type of transform-based
compressionis the block-dct 2 method used in the jpeg 3 algorithm.
The jpeg algorithm (.jpg �les) is widely used for sending imagesover
the Internet and in digital photography. Wavelet-basedalgorithms out-
perform the jpeg algorithm. The new jpeg algorithm, jpeg 2000, uses
a wavelet transform instead of a block-dct . Below we shall compare
jpeg with jpeg 2000 and two other wavelet transform-basedalgorithms
(spiht 4 and aswdr 5). This comparison comprisesthe secondpart of
our paper. Our comparison wil l showthat, in many respects, aswdr is
the best algorithm. It even outperforms jpeg 2000.

1. Transform-based compression and wavelets

Wavelet-basedcompressionis one type of transform-based compres-
sion. In general, transform-basedcompressionis done according to the
schemeshown in Fig. 1. For wavelet-basedcompression,a wavelet trans-
form and its inverseare used for the transform and inversetransform,
respectively. Other transforms can be used as well. For example, the
jpeg algorithm usesa block-dct and its inverse(seesubsection1.3 be-
low).

The types of imagesthat we shall consider are digital. The image is
a matrix of integersranging from 0 to 255. Thesevaluesspecify shades
of grey| with 0 being pure black and 255 pure white. These integers
can be speci�ed using 8 bits (1 byte) for each pixel (matrix element).

It is typical in imagecompressionto treat grey scaleimagesonly. That
is becausethe human visual system responds much more sensitively to
intensity (corresponding to a grey scale) than to color attributes. See
[33, Chap. 9] for more details, including interesting photos in Plate 7.

1Those readers familiar with image compression may skip (or ligh tly skim) this �rst part.
2Blo ck-Discrete Cosine Transform
3Joint Photographic Exp ert Group
4Set Partitioning In Hierarc hical Trees
5Adaptiv ely Scanned Wavelet Di�erence Reduction
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Figure 1. Transform-based Compression
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Figure 2. (b) A 200:1 compressionof the image in (a). (d) An update of the com-
pression, where the r oi indicated in (c) is reconstructed exactly in (d). To transmit
the image in (d) requires 30; 435 bytes. A savings of 8.6 to 1 over the full 262; 159
bytes for the original. If an exact compression were done for the whole image, the
savings would only be 1.4 to 1.
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1.1 Karh unen-Lo �eve Transform

The optimal linear transform to use(when meansquareerror6 is used)
is the Karhunen-Lo�eve transform. The Karhunen-Lo�eve transform is the
best (in terms of minimizing mse) linear transform for \decorrelating"
(removing redundancy) from images(see[13] and [6]).

Unfortunately, the Karhunen-Lo�eve transform is very expensive to
compute; it runs very slowly on a computer, far too slowly for most
applications. Low complexity, and its consequenceof rapid compres-
sion and decompressionis just one of the desiredfeaturesof a compres-
sion/decompressionmethod (codec).

1.2 Desired features of an image codec

There are several desired features of an image codec. Here is a list
of someof the main features and where they prove useful: 1. Targeted
CompressionRatio [imagearchiving, Internet transmission]; 2. Progres-
sive/Embedded [web pages;databasebrowsing]; 3. Low complexity/L ow
memory [narrow bandwidth applications]; 4. Region of Interest (r oi )
[reconnaissance;medical diagnosis]; 5. Operations on compressed data
[reconnaissance;denoising]. By Targeted Compression Ratio, we mean
the abilit y to precisely encode to any desired compressionratio. Pro-
gressive/Embedded refers to the abilit y, at any point in the transmission
of the compressed�le, to reconstruct an approximate image. Such a
feature is useful for webpagesand databasebrowsing. The r oi feature
refersto the abilit y of the compressorto allocate more bits to describing
regionsof interest, a property which is of obvious importance in recon-
naissance.SeeFig. 2 for an exampleof the r oi property. Table 1 shows
how each of the compressionalgorithms to be comparedhere fare with
regard to thesedesiderata. We now turn to a discussionof each of these
image codecs.

1.3 JPEG codec

The jpeg algorithm is discussedin detail in [17]. It hasbeenthe iso 7

standard since1990. It is optimized for 16:1compressionof photographic
images.At 16:1most photographic images,whencompressedwith jpeg ,

6Mean Square Error (mse) is de�ned as follows

(mse) =
1

N

X

i;j

jf ( i; j ) � g(i; j ) j2 (2)

where g is an approximating image of f and the sum is over all N pixels.
7 In ternational Standards Organization
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Table 1. Properties enjoyed by image codecs.

Prop ert y/co dec JPEG SPIHT ASWDR JPEG2000

Targeted Compression no yes yes yes

Progressiv e yes yes yes yes

Lo w memory yes no no yes

R OI no no yes yes

Compressed op erations no no yes yes

will be perceptually lossless. That is, it is di�cult if not impossible to
perceive any loss of detail between the original and the decompressed
image. For an example, seeFigures 3(a) and (b).

The basicschemeof the jpeg algorithm is to divide a matrix of image
pixels into 8 � 8 submatrices,and then apply a dct to each submatrix.
The reason for applying a dct is that, for large images, a dct will
approximate the Karhunen-Lo�eve transform [20]. An 8 � 8 subimageis
hardly large, but the dct plus Hu�man compression8 producesexcellent
results at low compressionlevels such as 16:1.

One problem with jpeg , however, is at relatively high compression
ratios, such as 64:1, there occur \blo cking" artifacts. See Fig. 3(c),
Fig. 11(b) and Fig. 12(b). These blocking artifacts are due to the fact
that at high compressionratios only onepixel for each 8� 8 dct subim-
age can be transmitted, and that one pixel typically produces only a
background grey level.

Now that wehavebrie
y described jpeg , weturn to the wavelet-based
codecs,which generally out perform jpeg .

1.4 W avelet algorithms

We now describe a few wavelet-basedcompressionalgorithms. There
are numeroussourcesfor more details than we have spacefor here. See,
for instance, [12], [30], [27], [28], [24], and [13]. The essential idea behind
wavelet transforms is to iterate invertible smoothing and di�erencing op-
erationsand, at each iteration, maintain the samenumber of pixels asthe
original image. In Fig. 4, we show how thesesmoothing and di�erencing

8See [32] for a good intro duction to Hu�man compression, and [1] for a more thorough
discussion.
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(a) Original (b) 16:1 jpeg

(c) 64:1 jpeg (d) 64:1 jpeg 2000

(e) 64:1 spiht (f ) 64:1 aswdr

Figure 3. Compressionsof the Goldhil l image.
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Figure 4. Example of a wavelet transform. (S1) Smoothed subimage obtained
from local averaging of image, 1/4 resolution. (H1) Horizontal component subim-
age (obtained from localized vertical di�erencing and localized horizontal averaging
of image) (D1) Diagonal component subimage (obtained from localized vertical dif-
ferencing and localized horizontal di�erencing of image) (V1) Vertical component
subimage (obtained from localized horizontal di�erencing and localized vertical aver-
aging of image). (S2), (H2), (D2), (V2) Iteration of localized averaging and localized
di�erencing applied to (S1) subimage. (S3), (H3), (D3), (V3) Iteration of localized
averaging and localized di�erencing applied to (S2) subimage.
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operations apply to a test image. At Level 1, the image is smoothed
(via local averages)and reduced to a 1=4 size lower resolution version
of the original image, and 3 di�eren t local di�erencing operations are
performed| providing edgedetection of 3 kinds: horizontal component
images (vertical edgessuppressed),diagonal component images (hori-
zontal and vertical edgessuppressed),and vertical component images
(horizontal edgessuppressed). The total number of pixels at this level
is equal to that of the original image. Moreover, this Level 1 transform
can be inverted: From the 4 subimagesat Level 1, the original image
can be reconstructed.

Level 2 of a wavelet transform repeats the averaging and di�erencing
operations on the Level 1 smoothed subimage. This iterativ e process
continues. We have stopped in Fig. 4 at Level 3. The Level 3 transform
consistsof a 1=64 sizesmoothed subimage,and all of the edgesubimages
created by local di�erencing at each level. The original image can be
recovered from this 3-Level transform.

There are three reasonswhy wavelet transforms have had such a pro-
found e�ect on image processing. Firstly , the processof creating edge
subimagesat multiple resolutionsis analogousto a processperformedby
mammalian vision systems(including human vision systems) See[35],
[7], [8], and [14]. Secondly, the processby which a wavelet transform
is constructed (local averaging and di�erencing operations at multiple
resolutions) is akin to some important methods for analyzing images.
It is akin to the Laplacian pyramid method of Burt and Adelson ([2]
and [10]) and the Mumford-Shah theorem concerningedgesand smooth
background in images[15]. Thirdly , there is an analogybetweenwavelet
transforms and fractal theory. See[5] for an excellent discussion. The
fractal-lik e nature of the wavelet transform is particularly evident in
Fig. 4.

1.4.1 Zerotrees. Oneaspect of wavelet transforms which hasre-
ceived considerableattention( see[22], [21], and [30]) is the phenomenon
of zerotrees. In Fig. 4 the grey backgrounds of the di�erence subimages
represent very tiny numerical values, essentially zero in size. If each
di�erence subimage is quadrupled in size by doubling each dimension,
and placed on top of the corresponding di�erence subimageat the level
precedingit (horizontal on top of horizontal, etc.), there is considerable
overlapping of grey areas. If this overlapping carries up to Level 1, then
theseoverlapping grey valuesat each level are called zerotrees (provided
they are set to zero, as they are in the image compressionalgorithms
discussedbelow).
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(a) Lena (b) Lena Histogram

(c) Lena Transform (d) Transform Histogram

Figure 5. Lena image and its wavelet transform.
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1.5 Essentials of wavelet-based compression

Before we look at someparticular wavelet-basedimage compression
algorithms, it is helpful to look at a speci�c imageand examinea wavelet
transform of it. In Fig. 5(a) we show an imagecommonly usedin image
processing,known as Lena. Fig. 5(b) shows a histogram for the intensi-
ties of the pixels of Lena. Notice that the histogram is widely dispersed
over the range from 0 to 255. A measureof this dispersion is entropy,9

which for this image is 7:45. This shows that there is almost no redun-
dancy in the 8-bit imagevaluesin Lena. A zip compressionof Lena, for
example, yields very little compression(about 15% savings in �le size).
After transforming, however, and setting all valuesbelow a threshold of
10 to zero, we obtain Fig. 5(c). Fig. 5(c) has an entropy 1:35, which by
the principles of information theory (see[1] or [32]) can be compressed
by a factor of about 8=1:35, a savings of about 83%. When the decom-
pressed�le, corresponding to Fig. 5(c), is inverted the resulting image is
exactly the sameasthe original. Considerablymore compression| with
somelossof exactness,but still perceptually the sameasthe original | is
obtained if a higher threshold is used.

The goal of wavelet-transform encoding is to take advantage of redun-
dancy in the transformed image and obtain a good reconstruction upon
decompression. The entropy of 1:35 of the histogram of the wavelet
transform shows that there is a large amount of redundancy in the
wavelet transform | visible both in terms of grey background matching
up at multiple resolutions (zerotrees after thresholding), and in terms
of non-zero values (signi�can t values after thresholding) also overlap-
ping at multiple resolutions (fractal-lik e aspect). Each of the algorithms
discussedbelow are similar in that they transmit code for locations of
signi�cant values in the wavelet transform and successively encode bi-
nary expansions,relative to a basethreshold, of the non-zerovalues(by
sending the most signi�cant bits, then the next signi�cant bits, etc.).
See[27] at the webpagein (1) for more details.

1.6 SPIHT codec

The SPIHT algorithm was one of the �rst wavelet-basedalgorithms
to outperform the jpeg algorithm. It generally provides better looking
decompressions(no blocking artifacts) and smaller mse than jpeg at
higher compressionratios than 16:1.

The basic structure of spiht is the following:

9See[1] or [32] for the de�nition of entrop y.
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1. Wavelet transform image. (Use Daub 9/7 wavelets.)

2. Initialize scanorder and initial threshold.

3. Signi�c ance pass. Encode the signi�cance map using code for tran-
sitions from insigni�can t (zerotrees)to signi�cant values. Usealso
a special arithmetic coding basedon grouping transform valuesin
2 � 2 submatrices. See[21].

4. Re�nement pass. Generate re�nement bits for old signi�cant val-
ues. This is called bit-plane encoding. See[27] for more details.

5. Divide threshold by 2, repeat Steps3 and 4. This step allows for
the binary expansionsof values of the transform, relative to the
initial threshold.

More details canbe found in [21]and [27], the latter referenceis available
for downloading from the webpagecited in (1). We will comparespiht
with jpeg and other algorithms in Section 2.

One drawback of spiht is that it has only a couple of the desiderata
speci�ed in Table 1. It allows for targeted compressionratios and is
progressive/embedded,but doesnot have the r oi property (becauseif a
zerotreeintersectsan r oi at one location, then the entire zerotreemust
be encoded). For similar reasons,spiht does not allow operations on
compresseddata. Finally, becausespiht requires the full image trans-
form to be held in ram , it doesnot have the low memory property.

1.7 ASWDR codec

The aswdr algorithm [28] remediesmost of the defectsof spiht while
providing more detailed decompressions.The basic structure of aswdr
is the following:

1. Wavelet transform image.

2. Initialize scanorder and threshold.

3. Signi�c ance pass. Encode new signi�cant valuesusing di�er ence
reduction. (More on this below.)

4. Re�nement pass. Generatere�nement bits for old signi�cant
values.

5. Update scanorder to search through coe�cien ts that are more
likely to be signi�cant at half-threshold. (More on this below).

6. Divide threshold by 2, repeat Steps3 and 4.
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(a) (b)

Figure 6. (a) Children in Level 1 Vertical subimage having signi�can t parents in
the Level 2 Vertical subimage, threshold = 32. Each parent induces a 2� 2 submatrix
of children located within the same general area as the parent. In general, each
transform value in a subimage at Level k induces a 2 � 2 submatrix of children at
the next higher resolution Level k � 1. (This is discussedin detail in [30].) (b) New
signi�can t values in Level 1 Vertical subimage (V1) when threshold is halved to 16.
Notice the similarit y between the two images. The similarit y of the white regions
illustrates that old signi�can t parents tend to have new signi�can t children. The
similarit y of the grey regions illustrates the preponderanceof zerotrees.

The method of di�erence reduction is the following. Compute binary
expansionsof the number of stepsbetweennew signi�cant values(skip-
ping over old ones) as one scansthrough the transform. Replace the
most signi�cant bit by the sign of the transform value. Use thesesigns
as delimiters betweenexpansions.For example,supposenew signi�cant
valuesare x[2], x[3], and x[14] at positions 2, 3, and 14 in the scanorder,
and

x[2] = +17; x[3] = � 14; x[14] = +18:

These new values are at indices 2, 3, and 14. The steps between new
valuesare 2 = (1 0)2, 1 = (1)2, and 11 = (1 011)2. Di�erence reduction
encoding is then

0 + � 011+

For more details on di�erence reduction, see[27], which is available for
downloading from (1). An elementary arithmetic coding, using Markov-
1 statistics10 only, is also performed on the data generatedby di�erence
reduction. It is an open problem to �nd a more e�ectiv e arithmetic
coding procedurefor aswdr .

The unique feature of aswdr is its creation of a new scan order.
Becauseof space limitations, we shall not discuss this in detail here.

10 See[3] for a description of Mark ov-1 arithmetic coding.
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The creation of a new scanorder is discussedin detail in [27], [30], and
[31], which are all available for downloading from the webpagecited in
(1). aswdr createsa new scan order for each Level by �rst scanning
through insigni�can t children of signi�cant parents at previous thresh-
olds (seeFig. 6), then scanningthrough insigni�can t children (of insignif-
icant parents at previous thresholds) which have at least one signi�cant
adjoining transform value, and then completing the scan by scanning
through the remaining insigni�can t transform values. (See[28], or [30],
or [31] for more complete discussionsof how new scansare created in
aswdr .) By creating new scansin this way, aswdr takesadvantage of
both zerotreesand the tendency of new signi�cant children to have old
signi�cant parents, and increasesthe number of transform valueswhich
can be encoded with as few stepsas possiblewith di�erence reduction.

We shall compareaswdr with jpeg and spiht below. Sinceaswdr
encodes the exact locations of signi�cant values, it has both the r oi
and operations on compresseddata properties. It is also embeddedand
progressive. Unfortunately, becauseaswdr holds the entire wavelet
transform in ram and holds the entire scanning order in ram , it does
not enjoy the low memory property. It is a goal of future research to �nd
a modi�cation of aswdr which doesenjoy the low memory property.

1.8 JPEG2000 codec

The jpeg 2000 codec, which is the new ISO standard for photographic
imagecompression,is described in great detail in [25]. Hereweshall only
brie
y summarize its main features. jpeg 2000 is a block-basedmethod
like jpeg , but instead of dividing the image into blocks (subimages),
jpeg 2000 divides the wavelet transform into blocks. SeeFig. 7. Because
the top-left cornerblock inverts to a low-resolution versionof the original
image, jpeg 2000 avoids the blocking artifacts of jpeg . jpeg 2000 has all
of the desired properties summarized in Table 1. Becausejpeg 2000 is
described in great detail in [25], we now turn to a comparison of the
compressionperformanceof the codecswe have described above.

2. Comparing di�eren t codecs

In this section we will compare the di�eren t codecsdescribed above.
Our discussionwill consistof both objective and subjective comparisons
of four di�eren t test images:Lena [seeFig. 5(a)], Goldhill [seeFig. 3(a)],
Barbara [seeFig. 11(a)], and Air�eld [seeFig. 2(a)]. These are ieee11

test imagesusedthroughout the imageprocessingcommunit y for testing

11 ieee stands for Institute of Electrical and Electronic Engineers.
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(a) (b)

Figure 7. (a) Subimages in a 6-level wavelet transform. (b) Division of transform
values into 64 blocks.
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Figure 8. Calculation of edge image for computing ec.

imagecodecs| they vary widely in their relative smoothnessof appear-
ance,relativeabundanceof sharp details, and other imagequalities. Our
subjective comparisonswill be visual comparisonsof various decompres-
sionsof thesetest imagesat moderately high to high compressionratios
(32:1, 64:1 and 128:1. SeeFig. 3 and Figures 11 to 13.12

Becausethere is no singlestandard objective measurefor determining
the best decompressionat a given compressionratio, we shall present
results for three objective measures:psnr (Peak Signal to NoiseRatio),
ec (Edge Correlation), and wape (Weighted Averageof psnr and ec).
psnr is de�ned as follows [in decibel (dB) units]:

(psnr ) = 10log10

�
2552

mse

�
(3)

where mse is the Mean SquareError de�ned in Eq. (2). ec and wape
have more complicated de�nitions which we will discusslater. psnr is

12 The reader should keep in mind the author's bias towards his own algorithm (aswdr ).
Also, those readers who wish to examine how a computer displays Fig. 3 and Figures 11 to
13 may download a �le (either images.ps or images.pdf ) from the webpage given in (1) .
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(a) (b)

(c) (d)

Figure 9. Processof creating edgedetail image for Lena image, shown in (d). (a)
Original image. (b) 3-level Daub 9/7 transform of (a). (c) (S3) subimage removed
from (b). (d) Inversetransform of (c), producing an edgedetail image.

the defacto standard used in the image processingcommunit y. It is so
commonly used for three reasons: (1) becausesomeobjective measure
is needed;(2) becauseit is possible to relate mse to theoretical issues
related to rate/distortion curvesand least-squaresminimization in sta-
tistical theory more easily than with any other measures([11] and [13]),
and (3) becausepsnr is a logarithmic measurewhich correlateswith the
logarithmic responseto image intensity of the hvs .

Generally speaking, as a rule of thumb, for psnr valuesthat di�er by
at least 1 dB, the higher psnr will frequently correspond to noticeably
better decompressions.Another rule of thumb is that if a psnr is above
40 dB, then the original imageand its decompressionwill be perceptually
indistinguishable.

Becausepsnr is not completely reliable, we intro duce two other mea-
sures,ec and wape. ec is the ratio of variancesfor edgedetails of the
decompressedimage versus the original image. It is more sensitive to
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image details than psnr . We compute ec using the scheme shown in
Fig. 8. As shown in Fig. 9(d), this processproducesan imagewhich dis-
plays the edgedetails of the original image. The meanvalue for this edge
detail image is approximately zero, but there is a non-zerovariance � 2.
ec equals the ratio � 2

c=� 2
o of these variancesfor the compressedimage

(� 2
c ) and the original image (� 2

o). A higher value of ec (on a scalefrom
0 to 1) meansthat a greater proportion of edgedetails are displayed by
the decompressedimage.

Fig. 10 illustrates the computation of ec for three di�eren t decompres-
sions of the Barb image at compressionratio 32:1. Notice that aswdr
hasthe highest ec and it capturesmore details (seeespecially the table-
cloth) than either jpeg 2000 or spiht decompressions. Compare these
edgedetail imageswith the decompressionsshown in Fig. 11. It is worth
noting that the spiht decompressionin Fig. 11(e) has the highest psnr ,
but has signi�cantly lower ec and omits many details [especially those
indicated in Fig. 11(f)].

Notice also that the jpeg decompressionin Fig. 11(b) has a very
high ec and a very low psnr , while visually (due to blocking artifacts)
it has a rather poor appearance. The blocking artifacts contribute a
large number of edgedetails in the transform which do not correspond
to details in the original image. Those spurious edgedetails create an
erroneouslyhigh � 2

c and hencean erroneouslyhigh ec. To deal with this
problem, we intro ducea weighted averageof psnr and ec, called wape.
wape is de�ned as follows:

(wape) = 0:8(psnr ) + 8(ec):

This de�nition of wape was arrived at by giving 80% weight to psnr ,
and 20% weight to ec after rescalingec to valuesbetween

0 and 40 (multiplying ec by 40, and 20% of 40 is 8). We chose40
becausemost every decompressionis indistinguishable from the original
if its psnr is above 40.

Table 2 is a summary of psnr averagesfor our four test images at
various compressionratios. Notice that the psnr s for jpeg are substan-
tially below (more that 2 dBs below) thosefor the wavelet-basedcodecs.
Becauseits psnr values are so low, and becauseof its seriousblocking
artifacts, and becausejpeg enjoys so few of the desideratasummarized
in Table 1, we will exclude jpeg from any further comparison.

In addition to psnr , we have also intro duced the objective measures
ec and wape. In Tables 3 and 4 we list ec values and wape values
for the four wavelet-based codecs. aswdr consistently produces the
highest ec values and wape values| which is in accordancewith its
better preservation of details, as shown in Figures 11 to 13.



Wavelet-based Image Processing 17

Barb's edges spiht , ec = 0:74

jpeg 2000, ec = 0:80 aswdr , ec = 0:81

Figure 10. ec values for Barb compressions,c.f. Fig. 11.

Table 2. Averagepsnr values for Air�eld, Barbara, Goldhil l, and Lena images.

CRnMethod JPEG SPIHT JPEG2000 ASWDR

16:1 30.05 32.51 31.91 32.22
32:1 27.93 29.45 28.87 29.21
64:1 25.61 26.92 26.41 26.74

Table 3. Averageec values for Air�eld, Barbara, Goldhil l, and Lena images.

CRnMethod SPIHT JEPG2000 ASWDR

16:1 0.88 0.90 0.92
32:1 0.76 0.80 0.81
64:1 0.61 0.62 0.67
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(a) Original Barb image (b) jpeg

(c) jpeg 2000 (d) aswdr

(e) spiht (f ) Barb with ROIs

Figure 11. 32:1 compressionsof the Barb image. (b) jpeg , psnr = 25.0, ec = 0.96,
wape = 27.68; (c) jpeg 2000, psnr = 27.2, ec = 0.80, wape = 28.16; (d) aswdr ,
psnr = 27.1, ec = 0.81, wape = 28.16. (e) spiht , psnr = 27.5, ec = 0.74, wape
= 27.92. (f ) Barb image with �v e regions for comparison with the image in (a) and
with images in (b) to (d). aswdr best preserves these r oi s.
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(a) Air�eld image (b) jpeg

(c) jpeg 2000 (d) aswdr

Figure 12. 64:1 compressionsof the Air�eld image. (b) jpeg , psnr = 21.27, ec
= 0.85, wape = 23.82; (c) jpeg 2000, psnr = 23.07, ec = 0.58, wape = 23.04; (d)
aswdr , psnr = 23.53, ec = 0.65, wape = 24.02.

Table 4. Averagewape values for Air�eld, Barbara, Goldhil l, and Lena images.

CRnMethod SPIHT JEPG2000 ASWDR

16:1 33.05 32.73 33.14
32:1 29.64 29.50 29.84
64:1 26.42 26.09 26.75
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(a) Original Air�eld image (b) spiht

(c) jpeg 2000 (d) aswdr

(e) aswdr with r oi s

Figure 13. 128:1compressionsof the Air�eld image. (a) Original image. (b) spiht ,
psnr = 21.81, ec = 0.44, wape = 20.97. (c) jpeg 2000, psnr = 20.90, ec = 0.34,
wape = 19.44. (b) aswdr , psnr = 21.70, ec = 0.51, wape = 21.44. (e) Three r oi s
best preserved by aswdr . (Note: jpeg can only compressair�eld to 64:1, it is unable
to compressit to 128:1.)
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Conclusion

We have discussedseveral important image codecs,and summarized
their compressionperformance. We closethis paper by discussingfour
open problems in image compression.

Op en Problem 1. Create a block-based version of aswdr . Of the
four codecsdiscussedabove, aswdr performs the best, but su�ers from
high memory requirements. jpeg 2000 performs almost aswell asaswdr
but requiressigni�cantly lessmemory. Sincejpeg 2000's low memory re-
quirements stem from its block-basedstructure, we proposethe creation
of a block-basedversion of aswdr .

Op en Problem 2. How well wil l aswdr (and/or a low memory ver-
sion of aswdr ) perform with other transforms? To be precise,how will
aswdr perform when the transform is a GeneralizedLappedOrthogonal
Transform ([16], [19], [23], [4])?

Op en Problem 3. Find a better arithmetic coding routine for aswdr .
We conjecturethat a 3-context method keyed to the 3 di�eren t orderings
of transform values in the new scan orderings and/or a grouping of 4
neighboring pixels (as with spiht ) might yield a better context-based
arithmetic coding than the Markov-1 encoding usedat present.

Op en Problem 4. Find a better objective measure of compressionper-
formance than wape, one which accords evenbetter with hvs evaluation
of image quality. wape seemsto perform well for wavelet-basedcodecs,
but responds too sensitively to the blocking artifacts createdby jpeg at
high compressionratios. We conjecture that a weighted averageof psnr
and ec values tied to multiple resolution levels(via di�er ent weightings
of wavelettransform valuesin relation to the responseof the hvs) might
be more universally applicable. For initial work in this direction, see
[34].
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